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The diet of seabirds can yield important insights into the status of economically and ecologically important fish.
By analyzing the otoliths found in the birds’ droppings, researchers can observe which fish the birds eat in which
abundances. However, identifying the species based on an otolith image is quite labor-intensive and requires
particular expertise. In this work, we show that a deep convolutional neural network can identify six fish species
with high accuracy. We show that this deep learning approach outperforms more traditional methods and is also
more accessible to set up in practice. By exploiting the hierarchy in the species labels, we impose a structure on
the prediction probabilities, leading to a remarkable improvement compared to a conventional artificial neural
network. Importantly, we can attain good results using only a modest dataset, demonstrating that such ap
proaches are feasible for small-scale and specialized projects.

1. Introduction

metabarcoding) permit the identification of different life stages of prey
and the lowest taxonomic level and allow estimates of prey size (Nielsen
et al., 2018). Except when the prey itself can be seen (for example, when
adults carry the fish in the bill to their young), most visual techniques
such as the study of stomach contents, pellets or feces, involve the study
of prey remains (Barrett et al., 2007). One of the most commonly
encountered prey remains of seabirds are otoliths. Otoliths are part of
the hearing and balance system in fish that mainly consist of calcium
carbonate. Most fish have three pairs of otoliths, of which the largest and
most well-structured sagittal otoliths or sagittae are often the only prey
remains left after digestion (Campana, 2004). The sagittae are also of
importance to fish biologists, for example in stock assessments or to
derive fish growth (Cañás et al., 2020; Beaty and Chen, 2017). The other
two otolith pairs, i.e. the lapilli, and asterisci, are much smaller, have a
very different shape and are much less frequently encountered in diet
remains. Various manuals (e.g. Härkönen (1986);Leopold et al. (2001);
Camphuysen and Henderson (2017)) and websites (e.g. http://aforo.cmi
ma.csic.es/startDB_en.jsp, described by Lombarte et al. (2006) offer
automated or non-automated identification options for sagittal otoliths
of a wide range of fish species. However, in most cases, only the otoliths
of large adult fish are described or identified, whereas seabird diets often
consist of younger life stages of fish (e.g., Courtens et al. (2017)). The
otoliths of the latter frequently lack the morphological features of the
adult otoliths and are very hard to identify to species level. The Clupeids
are an excellent example of this. Two species, herring (Clupea harengus)

For many seabirds, Clupeids Clupeidae sp. and sandeels Ammodytidae
sp. are energy-rich forage fish species that occur in large schools
(Engelhard et al., 2014). Besides their ecological value, forage fish often
have a substantial economic value for both direct human consumption
and production of fishmeal and -oil (Tacon and Metian, 2009). These
small pelagic fish transfer energy and nutrients from the plankton to the
higher ecosystem components (larger fish and marine birds and mam
mals). For this reason, they play a crucial role in the functioning of the
marine ecosystems (Alder et al., 2008). Fluctuations in populations of
forage fish can have profound effects on the fitness of seabirds (Rindorf
et al., 2000; Lorentsen et al., 2015). Marine birds, being top predators,
have been widely used as indicators of marine food supplies such as
forage fish, for example, as samplers of earlier fish stages (Piatt et al.,
2007; Scopel et al., 2018; Thayne et al., 2019). Seabird diet studies can
provide a cost-efficient way to provide information on forage fish dy
namics often not captured by fish surveys and mainly focus on com
mercial species and fish lengths and help to understand local patterns of
fish recruitment (Robinette et al., 2018). They might also explain
changes in seabird fitness parameters and trophic shifts caused by
climate change (Sydeman et al., 2001; Ramos et al., 2013; Howells et al.,
2017; Gagne et al., 2018).
In seabird diet studies, only direct, visual techniques (as opposed to
indirect techniques such as fatty-acid composition analysis or DNA
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and sprat (Sprattus Sprattus), are numerous in the southern North Sea
and are important prey for many seabird species. twaite shad Allosa
fallax is a clupeid species found in increasing numbers in the Southern
North Sea and can probably be expected as a prey species of seabirds in
the near future. Although otoliths of juvenile and adult herring, sprat
and twaite shad are easy to separate visually, those of the larval and
post-larval stages are mostly roundish without obvious distinguishing
characteristics. In some fish families, adults of different species have
very similarly shaped otoliths and cannot be visually distinguished at
the species level, sandeels being a notorious example. None of the three
species of sandeel that occur in the southern North Sea (i.e., small san
deel (Ammodytes tobianus), Raitt’s sandeel (Ammodytes marinus) and
greater sandeel (Hyperoplus lanceolatus) have otoliths with morpholog
ical features that are sufficient to distinguish between species.
In this work, we present an automated pipeline to facilitate species
identification based on otolith morphology. To this end, we compare
several machine learning methods to obtain the best approach. Firstly,
we explore more classical classifiers such as Logistic Regression, Support
Vector Machines, and Random Forests, see Section 2.2 for details. These
methods take image processing features describing the otolith
morphology as inputs. A particular relevant type of feature we consider
is based on Fourier descriptors (Persoon and Fu, 1977) of the segmented
contour of the otolith. Using Fourier descriptors to characterize shape is
a classical approach, which has been used successfully by, for example,
Agüera and Brophy (2011);Salimi et al. (2016); Mapp et al. (2017) to
identify fish species and age based on the otolith morphology or by
Vandenbussche et al. (2019) to study otolith shape as an environmental
biomarker.
We compare the classical machine learning methods with a
contemporary convolutional neural network (CNN). The difference be
tween these traditional methods and methods under the umbrella of
‘deep learning’ is that the latter find their optimal feature representa
tions for the task at hand (Bengio et al., 2012; LeCun et al., 2015;
Goodfellow et al., 2017). This approach has proven to be highly effec
tive, especially for computer vision tasks, where humanlike or even
superhuman performance has been reported (Rajpurkar et al., 2017;
Krause et al., 2018). One field where machine learning in general, and
deep learning, in particular, shows particular promise is in ecology.
Here, deep learning can significantly reduce the labor associated with
manually annotating automatically or semi-automatically collected
images (Valletta et al., 2017; Weinstein, 2018; Christin et al., 2019;
Tabak et al., 2019). Deep learning methods have been successfully
applied in the task of otolith interpretation, for example, Moen et al.
(2018) used a deep learning model to estimate the fish age, while
Habouz et al. (2018) claimed to attain an accuracy of 98.5% for dis
tinguishing fifteen fish species, based on a dataset of 15,405 images.
A common issue with using deep learning methods is that these are
perceived as being very data-hungry. Due to the vast number of learn
able parameters, CNNs often require a massive amount of data to make
useful predictions. In small applications, a lack of training data may lead
to the overfitting problem. This data limitation is often a bottleneck in
the life sciences, where annotated images are often relatively scarce. In
our work, we deal with the issue in two ways, which can generally be
applied to related problems. Firstly, we use transfer learning (Yosinski
et al., 2014) such that we do not have to train a CNN from scratch. As
almost all computer vision tasks draw from the same types of low-level
features (edges, lines, etc.), CNNs trained on a large body of general
images can often be efficiently retrained for specific tasks. Retraining
CNNs is not only an efficient use of the available training data, but it is
also economical with the computational resources.
As a second modification, we pose our problem as a hierarchical
classification problem. In hierarchical classification, a multi-class clas
sification problem is broken up into smaller subproblems, according to a
given ontology of the labels (Silla and Freitas, 2010). Hierarchical
classification is a natural approach for species identification, as the class
hierarchy can just be taken from the taxonomy. In this work, we first

Table 1
Number of otolith pictures of the fish species used for training and validating the
model. In addition, the minimal and maximal tail lengths (TL) of the fishes are
given.
Group

Species

Clupeids

Herring

Clupeids

Sprat

Clupeids

Twaite
shad

Sandeels

Small
sandeel
Raitt’s
sandeel
Greater
sandeel

Sandeels
Sandeels

#
pictures

min.
TL

max.
TL

train/
test

Clupea
harengus
Sprattus
sprattus
Alosa fallax

386

31

266

320

22

136

30

56

133

346/
40
286/
34
27/3

Ammodytes
tobianus
Ammodytes
marinus
Hyperoplus
lanceolatus

231

44

203

128

104

137

45

70

322

117/
14
115/
13
40/5

distinguish Ammodytidae from Clupeiformes, before the six lowest labels
are predicted. Using a hierarchical softmax (Morin and Bengio, 2005;
Mohammed and Umaashankar, 2018), our CNN can directly learn
internally consistent probabilities for this hierarchy. This way, even if
the CNN is uncertain in making predictions at the species level, it can
still make a sensible prediction at the order level.
2. Materials and methods
2.1. Dataset
The analysis was based on the reference collection of clupeid and
sandeel otoliths compiled by the Research Institute for Nature and Forest
of Flanders, Belgium (Verstraete et al., 2020). This dataset consists of
images of otoliths from clupeids and sandeels caught in the Belgian part
of the North Sea during dedicated surveys (targeted at pelagic forage
fish) between 2007 and 2018 by using planktonic (200 μm) and pelagic
(12 mm) nets. Additionally, especially larval fish were collected more
opportunistically through a network of fish researchers in the Scheldt
estuary. The choice of these fish species was based on otolith identifi
cation problems encountered in diet studies of adult Sandwich Terns
(Thalasseus sandvicensis). These are very specialized feeders that almost
exclusively forage on the younger life stages of clupeids and sandeels
Courtens et al. (2017). Twaite shad was included in the study species
because the otoliths are very similar in size and shape to those of herring
and sprat and pose a serious identification challenge. Sampled fish were
frozen (juvenile and adult specimens) or preserved in 95% ethanol
(larvae) to ensure complete preservation of the otoliths. After thawing,
we retrieved sagittal otoliths from the fish. We first made an incision at
the top of the head behind the operculum with a scalpel. Then, we
extracted the otoliths with tweezers. The otoliths were illuminated using
a gooseneck light source and photographed with a Leica camera
mounted on a Leica stereomicroscope (20–50 × magnification).
Before the extraction of the otoliths, we identified all fish specimens
to species level. Our identification was mainly based on morphological
species characteristics. Because of the difficulty of identifying larval or
very small clupeids, individuals shorter than 45 mm were identified
through DNA analysis after extraction of the otoliths. The dataset
comprises 1140 photographs of otoliths of six species (Table 1). Some
example figures are given in Fig. 1. Except for twaite shad and Raitt’s
sandeel, the dataset includes otoliths of larval, post-larval, juvenile, and
adult specimens.
2.2. Image classification using traditional methods
We benchmark using a more traditional image classification pipeline
to illustrate the superior performance of a convolutional neural network.
2
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Fig. 1. Three randomly chosen images of every group.

Fig. 2. Illustration of the image processing steps on an image of a twaite shad. (top left) Unprocessed image. (top right) Segmentation of the image. (bottom left) The
contour and the contour filtered where all FFT components with a magnitude smaller than 10 are set to zero. (bottom right) FFT spectrum of the contour in polar
coordinates.

To this end, we first segment the images using standard image pro
cessing tools. Then, we extract some basic image features such as the
eccentricity and the perimeter on the one hand and the contour on the
other hand. The former can be used directly by a classifier, while we
derive Fourier descriptors from the latter. The results of the image
processing steps are illustrated in Fig. 2. We trained several standard
classification models using image features, Fourier descriptors, and
both. All image processing was done using the Scikit-image package
(van der Walt et al., 2014), while we trained and tuned the machine

learning models using the Scikit-learn package (Pedregosa et al., 2012).
For the segmentation, the images were first transformed from color
to grayscale. The images were smoothed using a Gaussian filter (σ = 2),
and we performed a subsequent erosion step with mathematical
morphology. The resulting images were then thresholded using Otsu’s
method (Otsu, 1979). We removed small objects that are likely to be
artifacts.
From the objects obtained through image segmentation, we extrac
ted the convex fraction (area of the convex hull divided by the area), the
3
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eccentricity, the equivalent diameter, the perimeter, and the area. To
make the equivalent diameter and the perimeter independent from the
object’s size, we divided them by the square root of the object’s area. For
the Fourier descriptors, we processed the contours of the segmented
objects. We transformed the (x, y) coordinates of the outline (with the
centroid as the origin) into 256 polar coordinates. We used linear
interpolation to ensure that the steps of the angles of the coordinates are
spaced equally in [ − π, π]. We applied the fast Fourier transform (FFT) on
the radii of the coordinates. The FFT returned complex numbers; we
collected the absolute value of the first 127 components (the FFT
transform of a real-valued signal is symmetric).
We tested Logistic Regression (Bishop, 2006), linear Support Vector
Machines (Cortes and Vapnik, 1995; Schölkopf and Smola, 2002), Linear
Discriminant Analysis (Bishop, 2006), Random Forests (Breiman, 2001),
and Gradient Boosting Machines (Friedman, 1999; Hastie et al., 2001) as
classifiers. The first three methods are popular linear classifiers that
differ in how a linear decision boundary is fitted. Logistic Regression
uses maximum likelihood to fit a linear model with a sigmoid link
function. A Support Vector Machine is a non-probabilistic method that
fits a hyperplane maximizes the margin between the two classes. Linear
discriminant analysis is a probabilistic generative method, modeling
each class as a multivariate normal distribution with equal covariance
structure but different location parameters. In contrast, Random Forests
and Gradient Boosting Machines are two state-of-the-art ensemble
methods that fit a collection of decision trees. The former fits these trees
independently through bootstrap aggregation, the latter fits the trees
consecutively, where each new tree attempts to improve on the previous
collection’s weaknesses. Both methods are known to be among the best
for a variety of classification tasks (Fernández-Delgado et al., 2014). The
optimal hyperparameters were obtained by fourfold cross-validation. As
features, we either used the image features, the Fourier descriptors, or a
concatenation of both. An independent test set is used to assess the final
performance.

Fig. 3. The hierarchical structure of the labels. Every node of the tree repre
sents an output of the model. Every box indicates a distinct level at which the
probabilities sum to one. Above every node is an example prediction, while
below the species are the corresponding label probabilities in boldface. Note
that the most likely label (here, twaite shad) is not always the same as the label
with the largest conditional probability (here, small sandeel).

open-source deep learning framework for Python.
In order to fine-tune ResNet18, we introduce a hierarchical-softmax
model where the set of otolith categories is organized in a hierarchy,
given in Fig. 3. Rather than directly predicting the probability of the
species label (e.g., the probability that the image is of a herring otolith),
we predict this probability in two stages. Firstly, we predict the proba
bility that an image is of an otolith species of a particular group (e.g.,
being an otolith of a Clupeid) and, subsequently, the probability that the
otolith belongs to a particular species conditional on the fact that it be
longs to that group. Multiplying these two probabilities yields the
marginal probability of the image being of a given species. By ensuring
that the predicted probabilities are logically consistent, we impose the
label hierarchy on the model.
A rooted tree encodes the hierarchy. There are two groups, Clupeids
and Sandeels. Each of these consists of three different categories, cor
responding to the leaves of the tree. A path from the root to a leaf
through intermediate nodes corresponds to an otolith category. The
prediction can be employed in a top-down fashion by iteratively
selecting the most probable child until reaching a leaf of the tree. There
is no classifier in the leaves of the tree.
At the root node of the tree, we perform group classification.
Formally, let G ∈ {0, 1} be a binary random variable, where G = 0
represents the group of sandeels and G = 1 represents the group of
clupeids. Let (x, y) be an example coming from a distribution Pr(X = x,
Y = y), where x denotes the representation of an otolith and y denotes
its corresponding label. Here, x are image features extracted by
ResNet18. Using logistic regression, the conditional probability of G = 1
given X = x can be modeled as

2.3. Image classification with a convolutional neural network
A convolutional neural network (CNN) (LeCun et al., 2015; Good
fellow et al., 2017) consists of an input layer, an output layer, and
multiple hidden layers. Each layer transforms a set of activations into
another through a differentiable function. There are typically three
types of hidden layers: convolutional, pooling, and fully-connected
layers. With a softmax activation function, the latter is typically used
to predict each class’s posterior probabilities. A convolutional layer
consists of a set of learnable filters, where each filter will be activated
when seeing some type of visual feature (e.g., edges, colors, etc.). A
pooling layer is mainly used to reduce the size of activations. Differently
from the traditional multilayer perceptron neural network, a CNN can
significantly reduce the number of learnable parameters, making the
computational challenge more tractable. More importantly, no feature
engineering is required. A CNN can discover and extract useful features
by updating its parameters when training the network to minimize the
prediction error. In the following subsection, we will describe a partic
ular neural network architecture used in our model.

Pr(G = 1|X = x; w) =

1
1 + e−

w⊤ x

with w the parameter vector to be estimated. Similarly, the conditional
probability of G = 0 given X = x is modeled as

2.4. Model training
2.4.1. Model architecture and settings
As a backbone network, we used ResNet18 (He et al., 2016) con
taining 11 million parameters. The network has a model size of about 44
MB, which is relatively small compared to other state-of-the-art CNNs.
An 18-layer ResNet18 was fine-tuned on the otolith dataset. All pa
rameters of the convolutional layers were initialized using the pretrained model on the ImageNet ILSVRC dataset. The parameters of the
last fully-connected layer were randomly initialized. Our experiments
were conducted on a single NVIDIA Tesla K40c GPU with 12 GB RAM.
The model was implemented using PyTorch (Paszke et al., 2017), an

Pr(G = 0|X = x; w) = 1 − Pr(G = 1|X = x; w).
At the intermediate nodes of the tree, we perform group classifica
tion. Let C0 and C1 be two discrete random variables denoting the otolith
groups of sandeels and clupeids, respectively. Since each intermediate
node makes a multi-class prediction, a softmax classifier is employed.
More specifically, the posterior probability of Y = y given X = x and G =
g can be modeled as
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Table 2
A. Gradient Boosting using image features, B. Gradient Boosting using FFT descriptors, C. Gradient Boosting using image features and FFT descriptors, D. ResNet with
softmax, and E. ResNet18 with hierarchical softmax.
Twaite shad

Herring

Small sandeel

Raitt’s sandeel

Greater sand eel

Sprat

Micro avg.

Macro avg.

A

Precision
Recall
f1-score

0.00
0.00
0.00

0.85
0.89
0.87

0.75
0.43
0.55

0.61
0.85
0.71

0.67
0.80
0.73

0.85
0.88
0.87

0.79
0.79
0.79

0.77
0.64
0.62

B

Precision
Recall
f1-score

1.00
0.33
0.50

0.95
0.95
0.95

0.92
0.79
0.85

0.79
0.85
0.81

0.71
1.00
0.83

0.71
0.94
0.93

0.90
0.90
0.90

0.88
0.81
0.81

C

Precision
Recall
f1-score

1.00
0.67
0.80

0.92
0.95
0.93

0.92
0.79
0.85

0.85
0.85
0.85

0.62
1.00
0.77

0.97
0.94
0.95

0.90
0.90
0.90

0.88
0.86
0.86

D

Precision
Recall
f1-score

0.67
0.67
0.67

0.95
0.97
0.96

0.87
1.00
0.93

1.00
1.00
1.00

1.00
0.60
0.75

0.97
0.94
0.95

0.94
0.94
0.94

0.91
0.86
0.88

E

Precision
Recall
f1-score

1.00
1.00
1.00

1.00
1.00
1.00

1.00
0.93
0.96

1.00
1.00
1.00

0.83
1.00
0.91

1.00
1.00
1.00

0.99
0.99
0.99

0.97
0.99
0.98

{
Pr(Y = y|G = g, X = x; θg ) =

softmax(θ⊤
g x),
0,

class distributions on training and test sets are the same). The same
train-test split is used for the traditional preprocessing pipeline
described in Section 2.2.

if y belongs to group g,
otherwise,

where θg are the parameters to be estimated and softmax is a function
that turns a vector into a probability distribution. More particularly, let
h be an input vector, then the softmax function yields

2.5. Evaluation
Once we trained the model, the test images are passed through the
network to identify the otolith label. The accuracy is reported to validate
the model. We compare our model with the traditional machine learning
methods based on the handcrafted features to highlight the capacity of
CNNs in finding discriminative features. To assess the value of the hi
erarchical softmax, we also compare with a CNN with a traditional
softmax, using an identical training scheme.

ehi
softmax(h)i = ∑ hj .
je
∑
It is important to note that i softmax(h)i = 1.
Finally, using the product rule of probability, the posterior proba
bility of Y = y given X = x is computed as
Pr(Y = y|X = x) = Pr(Y = y|X = x, G = g; θg )Pr(G = g|X = x; w)

3. Results

with g the corresponding group of y. The outputs are posterior proba
bilities over all possible groups for each otolith image. These probabil
ities can be interpreted as a measure of confidence for the predictions of
the model. High probabilities imply high confidence. The image is
assigned to the class with the highest posterior probability.

3.1. Classification performance
The performances of the different models are presented in Table 2.
We report recall, precision, and f1-score as metrics of model perfor
mance for each species. In addition, we also report the micro- and
macro-averages over all the instances. Among the machine learning
methods tested in the traditional image processing pipeline, Gradient
Boosting Machines consistently performed the best, with Random For
ests a relatively close second. We opted only to present the performances
of the best models.
The FFT descriptors seem to be much more informative than the
simple image features. This observation is in line with the intuition that

2.4.2. Data splitting and augmentation
Data are processed as follows. For the CNN, all images are normal
ized to have the same size of 224 × 224 pixels. A random rotation in a
range of [ − 15, 15] degrees and a horizontal flip on each image are
performed for data augmentation. We use a single resize per image for
testing. We possess a total of 931 images for training and 109 for testing.
We split up the training and test sets using stratified sampling (i.e., the

Fig. 4. Examples of correct predictions on the Otolith data set. Images are cropped and resized to a square format.
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Fig. 5. Prediction accuracy at the (a) group level and (b) otolith level and, (c) the loss during training.

Fig. 6. The t-SNE visualization on the different types of features used in this work. The deep features learned by the CNN are clearly superior. Note that these are
based on a trained model. The first two sets of features are completely unsupervised.

the shape of the otolith is highly indicative of the species. However, we
observe a modest increase in many of the performance scores when the
image features are combined with the FFT descriptors, suggesting that
both contain somewhat complementary information.
Though the traditional image processing pipeline yields relatively
satisfactory results, it is outshined by the performance of the CNN

model. Using a CNN with a traditional softmax leads to better perfor
mances (model D). Incorporating the label structure using the hierar
chical softmax leads to an even further improvement. The overall
accuracy of the hierarchical CNN model to classify otoliths is 99.08 % at
the species level and 100 % at the group level, as presented in Table 2.
Fig. 4 shows examples of correctly classified images. Bar plots show the
6
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ResNet18 model seems to be a suitable model for this task.
3.2. Visualization of the network
To further validate the use of a CNN model, Fig. 6 shows the t-SNE
(van der Maaten and Hinton, 2008) maps on different types of features
using the Python package. All parameters are set to default values, a
perplexity of 30, and the number of iterations at 1000. From the figure,
our CNN model is able to return clear segregation of the otolith images
by species. This is not the case for the traditional image processing
features, which do form structures in the learned space but do not
readily partition themselves by class. Note, however, that in the visu
alization of the image features and FFT features, no information about
the species label has been used. This is different from the deep features,
which were trained to provide proper separation by species. Fig. 7 shows
some example images mapped in the embedding space for the hierar
chical CNN. Although the species are clearly separated, upon closer in
spection we find that the model does not group the different age classes
of the otoliths. This comes as no surprise, as the model was not trained
for this task.
To better understand the predictions on the otolith images, we follow
the recent Grad-CAM method proposed by Selvaraju et al. (2017) for a
visual explanation of CNNs. In particular, Grad-CAM uses the gradient
information flowing into the convolutional layer to produce a localiza
tion map highlighting the critical regions in the image. In Fig. 8, we
show the discriminative image regions used for image classification. We
observe that the discriminative regions are different for different input
images. In some cases, the outline of the otolith is highlighted, while the
last layers seem to focus predominantly on the shape at a larger scale.
This suggests that our model can detect essential regions from an otolith
image to identify its label correctly.

Fig. 7. t-SNE visualization with some corresponding otolith images.

confidences of the predictions at the bottom. The CNN model achieves a
very high prediction confidence.
We monitor the training process in Fig. 5. The learning curves show
the performance against the number of epochs for both training and test
phases. It is clear that the training converges rapidly, and the pretrained

Fig. 8. Explanations for our model predictions on different blocks of convolutional layers using Grad-CAM. Images are cropped and resized to a square format.
7
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4. Discussion

different life stages to species level with a high degree of precision and
might, as a consequence, prove a useful tool in fisheries research. As the
starting point of this study were the problems with otolith identification
encountered in diet studies of a specialist feeder taking a narrow spec
trum of prey species, this is only a first step. Further work should include
training the model on more fish species in order to be able to capture the
diet preferences of more generalist seabird and sea mammal species.
Also, the combination with an automated age estimation model should
be considered. This involves collecting the relevant reference material
(sagittal otoliths of relevant fish species of known age) and retraining
the model on the extended dataset. The model could likely also be
improved further by incorporating environmental data and other metainformation on the otolith images, such as the collection time and object
size. Given the fact that seabirds can be used as samplers of forage fish
species, testing the model on real seabird diet datasets could potentially
result in a cost-efficient way to sample early life stages of these
commercially important species.

Modern computer vision systems present an enormous opportunity
to automate the annotation of fish otoliths to monitor seabirds’ diet.
Ever since the landmark paper by Krizhevsky et al. (2012), deep CNNs
have become the de facto standard for these types of problems. It is
commonly assumed that deep learning methods are quite data-hungry,
requiring thousands of annotated images per class to obtain good fits.
This requirement would place these methods outside the reach of
smaller organizations, who often have only datasets of more modest size
at their disposal. In this work, we have shown that using a small pre
trained neural network makes it possible to attain an excellent perfor
mance on a problem with only hundreds or dozens of examples per class.
We should note that we collected the images in relatively standardized
conditions, yielding a dataset of reasonably good quality. If the model
would have been fitted on a dataset with more noise and variation, the
performance would likely have been lower. We strongly recommend
researchers to optimize their data-collection protocol, as a proper
dataset is critical to obtain a good model. We have benchmarked our
method against a more traditional computer vision pipeline that uses
off-the-shelf classifiers on a set of image processing features. Though
these methods exhibit a reasonable performance (f1-score of about
0.90), the CNN model strongly outperforms them. Furthermore, since
the CNN requires a minimal preprocessing of the images, e.g., no seg
mentation was needed, this is preferred.
We found hierarchical classification to be an efficient way of
imposing structure in the class labels for the problem of species identi
fication. The class hierarchy is usually provided by expert knowledge.
The taxonomy of the species labels provides a natural and relevant
ontology for these labels. Hence, it is no surprise that several authors
have successfully used hierarchical classification for related tasks, e.g.,
fish recognition (Huang et al., 2014), acoustic identification of birds
(Silla and Kaestner, 2013) or bats (Zamora-Gutierrez et al., 2016) or
plant identification bases on leaf images (Manimekalai and Vijaya,
2014). We found that, among the various ways a hierarchical classifier
can be constructed, the hierarchical softmax is particularly useful. The
hierarchical softmax ensures that the predicted class probabilities are
logically consistent with the hierarchy. For example, to attain a high
probability at the species level, the probabilities of belonging to a given
group necessary have to be high as well. This is the right way to deal
with the prediction uncertainty that arises when data is limited or when
the problem is inherently noisy. If no sufficiently precise prediction can
be made at the species level, one might still be able to predict at a higher
group level. The class hierarchy also introduces prior knowledge to the
CNN, potentially improving the learning process. We observed a mark
able improvement when using the hierarchical softmax. The improve
ment compared with using a traditional softmax is roughly the same as
the improvement of using a CNN compared to traditional machine
learning methods.
Digital imaging techniques for otolith analysis have been used since
the 1980s (Fisher and Hunter, 2018). While initially mostly aimed at
facilitating measurements and recording results, since the 1990s they
have found many fisheries-related research applications, such as shape
analysis for stock separation, species identification, and age differenti
ation for fisheries-assessments models (Fablet and Le Josse, 2005; Mapp
et al., 2017; Moen et al., 2018). Frequently, this research is based on
single fish species of known length or age-class, often caught for stock
assessments. Ecological research, such as diet studies of marine birds
and mammals, often uses otoliths found in stomach contents, pellets, or
feces (Granadeiro et al., 1998; Veen et al., 2018). These otoliths are
mostly a mixture of different species and age-classes, making manual
species identification very labor-intensive. Also, specialist expertise is
essential but frequently too limited. Especially concerning the identifi
cation of larval otoliths and taxa with very similar otoliths such as
sandeels, gaps still need to be filled. The results obtained by our model
are promising to facilitate this task. The developed CNN can identify the

5. Conclusion
In this work, we have shown that machine learning methods are
capable of identifying fish species based on an otolith image. Traditional
image features with out-of-the-box classifiers worked quite well for this
task. The FFT descriptors used in a Gradient Boosting classifier seemed
to work particularly well. However, we have shown that a deep CNN is a
far better approach for otolith identification than the more traditional
methods, the former achieving a near-perfect performance. Specifically,
a pretrained ResNet18 with a custom hierarchical softmax output,
encoding our prior information about the taxonomy of the species
proved accurate and reliable. Such automated annotation models can
significantly speed up the labor-intensive process of manually catego
rizing otoliths in environmental samples. This allows researchers to
spend more time investigating relevant ecological research questions.
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